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CS499

Assignment 1 SOLUTIONS

Due Date: Sept 16, 2008

1. The assignment is 25 points total, but as noted in our handout in lecture 1, each assignment including this one weighs 10% towards your grade.
2. It will be due back on or before Sept 16, 2008 at 12:30 pm (class time). Please get a printout of your assignment in class or hand it over to one of us during our office hours before Sept 16.
3. This assignment must be done individually. Please do not discuss either the questions or answers with others.
4. You may answer in the space provided in this assignment

5. Please feel free to send questions to tambe@usc.edu or manish.jain@usc.edu and we will respond to the class mailing list. 
Question 1: [3 pts]

 For each of the following sentences, write the BDI logical equivalent, using the box and diamond notation.

safe-fsp = “far selenium pool will be safe”

a) Speedy believes that the “far selenium pool” will be always unsafe.

 (BEL SPEEDY ((( safe-fsp)))

b) Powell wrongly believes that Speedy believes that the “far selenium pool” will be eventually safe.

(BEL SPEEDY ((( safe-fsp)) AND

(BEL POWELL (BEL SPEEDY (( safe-fsp)))

c) Powell believes that Speedy wrongly  believes that the “far selenium pool” will be eventually safe

(BEL POWELL ((( safe-fsp)) AND

(BEL POWELL (BEL SPEEDY (( safe-fsp)))

Question 2:[6 pts]  State true or false, and explain in one or two sentences why.
A. In Cohen and Levesque logic, it is inconsistent for agent ‘x’ to believe both (Bel x ((P) and (Bel x ( P)  

TRUE  -X---               FALSE ----

Why? 

(Bel x ( P)  is same as (Bel x (((P)

Which shows the inconsistency

B. In Cohen and Levesque logic it is possible for an agent to have a belief (Bel x ((P)   and a goal (Goal x ( ( ( ( P))

TRUE  ----               FALSE -x---

Why? 

(Goal x ( ( ( ( P)) ( (Goal x ( ((((((P))) ( (Goal x (P)

Which shows inconsistency in its goals and beliefs.

C. Suppose  Powell programs into Speedy a new axiom:

  (( (Bel x (P)  ( ( ( ( ( (Bel x ( (( P)))) 

 Speedy can never form a commitment in the sense of Cohen-Levesque’s PGOAL

                                TRUE  -X---               FALSE ----

                Why?
Brief explanation:

( ( (Bel x  (P)  ( ( ( ( ( (Bel x ( (( P)))) 

(( ( (Bel x  (P)  ( ( (Bel x ( (( P)))  

(( ( (Bel x  (P)  ( ( (Bel x ( ((P)))  

Thus, if x believes (P, it Always believes Never P. As a result, it could never form a commitment, because Cohen/Levesque PGOAL definition requires (Goal x (( P)), and this is inconsistent with the belief of (Bel x ( ((P)). 

Question 3:[2 pts]

From Runaround: We discussed in class SPEEDY’s commitment formulated in terms of PGOALs. Now let us write down Powell’s commitment as a PGOAL. Consider the end of the story when Powell is committed to save the mission (and Donovan) by running out into the heat to interrupt SPEEDY’s running around --- by appealing to the “first law”.  Please write down Powell’s PGOAL that led him to run out into Mercury’s hot sun.

Almost all of you got this right, so we will not be giving a lot of explanation for this answer.

(PGOAL POWELL INTERRUPT-SPEEDY Q

   (BEL POWELL ( INTERRUPT-SPEEDY) AND (GOAL POWELL (( INTERRUPT-SPEEDY))

AND

   (UNTIL

         (BEL POWELL INTERRUPT-SPEEDY)

         (BEL POWELL ( (( INTERRUPT-SPEEDY))

         (BEL POWELL (Q)

(GOAL POWELL (( INTERRUPT-SPEEDY)))

Q may be defined as MISSION-STILL-ON

Question 4:  [10 pts] 

Consider the grid world below, similar to ones covered in class. We represent this problem as an MDP. There is a terminal state in cell (3,A). The reward in that state is X. The agent can move in four directions, N, W, E, S. The immediate reward in each state is Y (except in (3,A)).  The transition probability for any action is such that the agent moves with a 0.8 probability in the intended direction, and with a 0.1 probability to the right or left of the intended direction, very much as covered in class. The colored cells are blocked and no entry is possible there.

(a) Draw a policy in the squares below if X = +10 and Y = -0.5. To that end, show the first two iterations of value iteration in cell 2A and 3C. Based on these calculations, explain intuitively the type of policy we will end up with (please be brief). Assume discount factor = 0.9. [4 pts]

     A                B                C                   D              


 SHAPE  \* MERGEFORMAT 

[image: image1]
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[image: image2]

U’ refers to utility at timestep 1 in this case, and U to utility at timestep 0.

All utilities except cell 3A are initialized to 0 at timestep 0.

I will show the value iteration operation for cell 2A. Cell 3C is something I hope you can do based on the following.

U’(2A) = R(2A) + Discount-factor * max {

                           NORTH: 0.8*U(2A) + 0.1 * U(2A) + 0.1 * U(2B),

                           SOUTH: 0.8*U(3A)  +0.1* U(2A) + 0.1*U(2B),

                           EAST: 0.8*U(2B) + 0.1 * U(2A) + 0.1*U(3A),

                           WEST: 0.8*U(2A) +0.1 * U(2A)+0.1*U(3A) }

     U’(2A) = R(2A) + 0.9 * max {

                           NORTH: 0.8*U(2A) + 0.1 * U(2A) + 0.1 * U(2B),

                           SOUTH: 0.8*U(3A)  +0.1* U(2A) + 0.1*U(2B),

                           EAST: 0.8*U(2B) + 0.1 * U(2A) + 0.1*U(3A),

                           WEST: 0.8*U(2A) +0.1 * U(2A)+0.1*U(3A) }

= -0.5 + 0.9 * max {0.8 * 0+0.1 * 0 +0.1 * 0, 0.8*10+0.1 * 0 + 0.1 * 0, 0.8*0 + 0.1 * 0 + 0.1 * 10, 0.8*0 + 0.1 * 0 + 0.1*10} = -0.5 + 0.9 * max{0, 8, 1, 1} = 7.2 -0.5 = 6.7

 U’(2A) after iteration 1 = 6.7

U’(2B) after first iteration = -0.5 ( derived after similar computation to one above.

So now for iteration 2, where we denote utilities by U’’, as in U’’(2A):

U’’(2A) = R(2A) + 0.9 * max {

                           NORTH: 0.8*U’(2A) + 0.1 * U’(2A) + 0.1 * U’(2B),

                           SOUTH: 0.8*U’(3A)  +0.1* U’(2A) + 0.1*U’(2B),

                           EAST: 0.8*U’(2B) + 0.1 * U’(2A) + 0.1*U’(3A),

                           WEST: 0.8*U’(2A) +0.1 * U’(2A)+0.1*U’(3A) }

= -0.5 + 0.9 * max{ 0.8 * 6.7 + 0.1 * 6.7 + 0.1 * -0.5, 0.8*10 + 0.1 * 6.7 + 0.1 * -0.5, 0.8 * -0.5 + 0.1 * 6.7 + 0.1 * 10, 0.8 * 6.7 + 0.1 * 6.7 + 0.1 * 10}

= 7.258 

Max value is seen when action chosen is SOUTH.

Indeed, given that SOUTH will lead the agent to the value of 10, the agent will head SOUTH from cell 2A. In fact, the policy will be such that in 2B it will head WEST, and in cell 1B and 1C the agent will head west. The point is to get to cell 2A as that will allow the agent to more “quickly” obtain the reward of 10.

(b) Draw a policy in the squares below if X = -10 and Y = +0.5. Explain intuitively the type of policy we will end up with. Assume discount factor of 0.9. [2 pts]

     A                B                C                   D              
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In this case, we get a positive reward for every action, but a negative reward in the terminal state. So we never want to get into the terminal state 3A. As long as ensure that, our reward will keep growing.

In this case, its only in state 2A that the agent should ensure that it goes away from the terminal state 3A, and has no chance of getting into state 3A. So the agent must go North in State 2A. In other states, the agent’s actions do not matter. 
Common mistake was to assign East to cell 2A instead of North. Note that P(3A | 2A, North) = 0 where as P ( 3A | 2A, East ) = 0.1. Hence, on calculation, North will turn out to be the preferred action.

 (c) Draw a policy in the squares below if X = -10 and Y = -0.5. Explain intuitively the type of policy we will end up with; please be brief (3 sentences). Assume  no discount factor (i.e. discount factor = 1). [2 pts]

     A                B                C                   D              
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Because Y is negative, if the agent heads North in cell 2A, we will keep accumulating negative rewards, and thus, the negative rewards will grow and grow, and thus, heading North in cell 2A is a bad idea, and better to head south.  In essence, even though X is negative, it is better to head to X rather than accumulate infinite negative reward by heading North in cell 2A. The policy will take the robot to cell 3A as quickly as possible.

The key issue here is that the negative rewards accumulate and add up to infinite because discount factor is 1. If the discount factor changes, the situation changes, as discussed next.

A common mistake was to say that the robot will ‘not move’ in any state. This is wrong because the only legal actions are move in North, South, East and West directions.
(d) Consider question (c), but now suppose the discount factor is low, such as 0.1. Will it change your answer? Why? [2 pts]
We were looking for an intuitive explanation of the impact of the very low discount factor. Since the discount factor is low, the agent’s future rewards are heavily discounted;  thus, the policy will be to escape from cell 3A which has a high negative reward. We were not looking for a detailed explanation as shown below, but some understanding of the impact of the discount factor.

If you calculate U’(2A), it will be equal to -0.5 + 0.1 ( 0 ) = -0.5, with North being the preferred action. Similarly, U’(2B) and U’(other states) = -0.5. 

U’’(2A) will come out to be equal to -0.55, which will be equal to U’’(2B) and other states. (Note that as long as action in U(2A) is north, the utilities of all cells remain the same because the reward of cell 3A has no influence).

Let us analyze the different actions for the agent in cell 2A. Movement south is guaranteed to give a negative reward of -10 with a probability of 0.8, thus even with discounting the reward will be guaranteed to be less than -0.5 + -0.8 = -1.3. We can similarly attempt to get a minimum reward when the agent’s action is East or West. 

If the agent decides to move North in state 2A, the utility for kth iteration can be written in general as 

Uk(2A) = -0.5 + (discount factor)*Uk-1(2A) (because as long as north is the preferred action in state 2A, reward of cell 3A will not influence U(2A) and U(2B) will be equal to U(2A) ). 

Thus Uk(2A) = -0.5 + 0.1( -0.5 + 0.1(-0.5 + …))).

This will always be more than -0.56. Thus North will be the preferred action in cell 2A. 

All actions in all other states are equivalent.

The policy of the agent in 2A is heading North, much the same as in part (b). 



Question 5:[4 pts]
The (fictional) heir to the Bernoulli family continues to live in Europe and enjoys giving money to charity.  Her utility function as a function of wealth in billions of Euros is shown below.  The x-axis shows wealth in billions of Euros, and y-axis shows her utility. The coordinates marked on the curve are to help you, e.g. (5,35) implies that if she has 5 billion Euros, her utility is 35. 

[image: image7.png]Wealth





(a) Explain if this graph shows risk-averse, risk-neutral or risk-seeking attitude? Why?

Several of you answered that since utility is decreasing with wealth, this indicates a risk-averse attitude. However, this is not the definition of risk-averseness; if you look up our reader, we see utility may be increasing with wealth in a risk-averse person, its just that the curve is concave --- the slope is decreasing. 

The question above was trying to tease apart this particular point of potential confusion. Notice that the above curve is a convex curve. The slope of this curve is always increasing. Hence it is a risk-seeking attitude.
(b) She is offered game where she can win 1000 Euros with a probability of 0.5 and lose 1000 Euros with a probability of 0.5. She initially has “C” Euros, where 0.5 billion < C < 20 billion. Will she play this game? Please explain.
Given the risk-seeking attitude, we would expect that she will play the game. Now let us try to show this:

U(C – 1000) – U(C) > U(C) – U(C+1000)     [given the utility graph]
U(C-1000)+U(C+1000) > 2 * U(C)

½ *[U(C-1000) + U(C+1000)] > U(C)
U(playing the game ) > U(not playing the game)
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